The mind of the octopus

Roger C. Schank

This is a paper about shipping. In particular, it is a paper about lessening risk in the shipping business. It is also a paper about how owners can save money. I say this because the title might indicate that it was a paper about seafood. And, the next page or so might make you think it is a paper about cognitive psychology. But, trust me. Shipping, risk, and money will soon appear.

How the Human Mind Works: A short description

People have goals. The human mind is organized around the satisfaction of those goals. When a person is trying to accomplish something they rely upon experience to help them. We call a previous experience a case. When examining a new situation and trying to decide what to do, people choose cases from their memory (or case library) that are as close as possible to the current situation so they can use them as a guide to tell them what to do in that situation. When life is easy, a person knows a case that is more or less an identical match to the current situation and that case informs the person about every step that needs to be taken. The person has done this before and knows what to do now. For example, when you eat at the same restaurant every day, the case that you retrieve from your memory is an abstraction of all the experiences you have had in that restaurant and it guides your actions about what to order and where to sit and how to treat the waitress. Such a case is called a script. When scripts are available life is simple. We follow their dictates about what to do and things usually turn out fine. This means, for shipping, that software that contains scripts (called procedures in normal language) can be produced that will guide each actor every step of the way if indeed the actor needs that help and cannot rely upon his own memory. (This software is more likely to be needed in situations that change (like ports) than ones that don’t (like safety.)) This is important for situations that don’t change but also don’t come up too often (like the repair of a particular piece of equipment.)

Sometimes scripts fail. Something happens that is unexpected. When this occurs we cope as best we can and we try to learn from the experience. We do this by marking the script failure point. We try to explain why our expectations about what would happen didn’t come true (maybe the fish we usually like was rotten and we also noticed that the owner of the restaurant wasn’t around and we use that as the explanation.) When we encounter a similar failure we recall the previous failure (we get reminded of what happened last time.) We then begin to build a new case.

People acquire new cases by attempting to process situations for which the old case (or script) didn’t quite apply. As we get older we accumulate thousands of cases that allow us to recognize situations we have seen before that provide guidance about what to expect in those situations. The mind is a kind of case library that is a reflection of all that we have experienced. We tell stories to others about our most interesting and unusual cases. And, we listen to the cases of others (in the form of stories) and match what they tell us to what we have ourselves experienced. We try to see how their cases look like our cases.

How do we find the right case at the right time? How do we know that there is a case in our personal case library that will help us cope with the current situation or that relates to a case someone else is telling us about so we can learn from what we are being told or can teach about what we know?

We do this through indexing. We label each case so that we can find it again. This indexing is not done through some arcane numeration scheme or logic. People are not card catalogues. People index experiences in terms of the goals they were hoping to achieve and the plans they were employing to achieve them. Every case is labeled in terms of goals and conditions that make the achievement of those goals possible or difficult. When others tell us their cases we try to understand their goals and plans and in so doing the cases we have indexed using those goals and plans come to mind. We stumble on them in our memory, in effect. We pursue a goal-plan path and voila!  there is a case (or script or expectation failure to learn from indexed right there.)

The more experiences a person has and the more cleverly he has indexed them, the smarter a person becomes. If every experience looks the same to you, you won’t learn much from new experiences. But, if you can detect nuances of difference and can find interesting explanations for failures and recognize complex combinations of goals and goal conflicts, you can start to see and predict what others cannot.

Learning is about the successful integration of new cases into the case library in exactly the right place. The right place is one that relates to the goal being pursued so that next time, you won’t make the same mistake you made last time when pursuing that goal.

This is the end of the short course in the human mind. 
Now to the octopus.

The Octopus

Actually I am not going to talk about the octopus at all. The octopus is a metaphor. Imagine a beast with eight arms. Now ask yourself whether one arm knows what the other is doing. We imagine that the octopus can parallel process – that it knows what each arm is doing so it doesn’t have two different arms attempt to do the same thing or watch them fight with each other about which arm gets the sea urchin. One hopes that the octopus has a mind which serves as a central processor which can absorb the experience of each arm and track the goals it is pursuing. If arm number 2 has a problem we would want arm number 8 to be alerted so it can help. If arm number 2 has a clever solution to its problem, we would like all the others arms to be alerted and updated. We would not like arms number 3 and 6 to both do the same thing at the same time and we would like them to coordinate their actions so that when arm 3 is finished with a job arm 6 can begin the next job in the same space immediately. We would not like arm number 5 to negotiate a deal that arm number 7 does not have the goods to deliver on and arm number 1 is not ready to start on.

Presumably the octopus does not have these problems because it has only one brain. But imagine if it had eight brains. Then these problems would be very real. The octopus would need a central memory, like the one that I described that humans have, but it would have eight sources of experience and all of those would update the central processor to update the case library so that when the goal of arm number 2 was being pursued it could use the experience of arm number 7 to guide it even though it had never even heard about that experience prior to needing the information. And, if there were an eight-brained octopus central it could know that arm number 3 was doing something that would allow arm number 6 to spring into action when that process was finished. Such an octopus would be more efficient than all the other octopi and would have more time to find females. Soon it would be the octopus king.

On to shipping.

Goal conflicts cost money

Of course, I am talking about shipping. A shipping company has many different actors. They each pursue their goals. Often they are ignorant of the goal pursuits of the other players on the team. This does not result in the attempt to drive the ship in two different directions simultaneously because ships have captains. Strict hierarchies cause goal conflict situations to be resolved at board meetings in companies. But, on a ship, the engineer is not always at a meeting with the captain. The captain may be busy with the port pilot and the charterer and may not know that it would be a good idea to work on a problem with the crane soon. The engineer may not know that the only window of opportunity to fix a key engine part will be during unloading of cargo when he knows he isn’t supposed to be working. The man negotiating the chartering agreement may not know about the extra oil that will be needed because of predicted bad weather. 

Each time one arm of the octopus has to sit idly by because what it wants to do is not ready to be worked on, time and money are wasted. The multiply brained ship needs a central processor that tracks all the goals and plans of every arm. Without this, money is wasted.
How can this be done?

Through software. Software that is used by key players can and should know what they are up to. If the software has a model of the actors and the roles they play and the tasks they perform and if it knows where the ship is and what the next steps in the voyage are, it can predict and track everyone’s goals. In this way, the octopus is manageable. And, because of that, risk is lessened and more money can be made. To see why this is, read on.

The funny thing is – most ships and shipping companies already have the software that starts this process. Software works from data. In the old days it was a major decision to install computers everywhere. When that decision was taken, it took a while for people to learn to use e-mail and to write and share documents and then to purchase an ERP system to handle purchasing, maintenance, and personnel issues. These decisions were major advances but really they are just the beginning of a whole new way of doing things.

Let’s return to the octopus. The octopus has arms doing what they do and now he would like to manage those arms. So he relies on information about how each arm is feeling and he sends that information to the health and repair processor in his brain. The octopus needs some food so he tells an arm or two to get some. The octopus needs a mate so he informs his eyes to keep on the alert for one. He has lots of data coming in. What if the arm that was looking for food finds a potential mate instead? What if the arm that is injured wants to slow down and rest when the eye has just spotted an enemy?

There is a lot of data coming in but the octopus has some pretty simple software in his brain to manage all this. When things are complicated, all the Enterprise data is of little use unless there is some really smart software that can tell that the part that was ordered is in the wrong part because the ships just changed schedule, the repair is going to be delayed beyond the allowed period, and the new schedule imposes even more risk on account of the overdue repair. 

E-mails, documents, and Enterprise Systems data have one thing in common. They are already on a computer somewhere, they all relate to issues and problems that take place on board and in the office and no one besides the people for whom they were intended is paying attention to them. All this data and no really wise entity who is processing it all and seeing what relates to what in the larger scheme of things. This could lead to a paralyzed octopus.
Knowing what is going on at the highest levels is possible through intelligent software that knows about shipping processes and understands where every piece of data fits in. Such people exist in small enterprises. In large enterprises this job must be and can be done by software.

Goal Conflicts are Risky
People’s actions also cause risks. These risks are not so easy to measure statistically. Machines untouched by human hands may have a predictable failure rate, but machinery on ships does not operate independently of the people on board. The problem is not the prediction of human error but the prevention of human error. For this, we need risk management rather than risk assessment.

We have been conducting interviews
 about real risk issues in shipping. Let’s look at something that a former captain and current operations manager for a Greek shipping company had to say:

Suppose that the charterers had arranged for us to carry 1000 tons of fuel oil, but the capacity of the vessel was 1150. If a container vessel arrives in port and stays about six hours, the time is not sufficient to safely replenish the vessel.  So, an operations manager has to explain to the charterer, if they complain, that for safety reasons the maximum pumping rate is going to be less because at the end of the process overflow is a real concern. This all depends on the nature of the vessel, the nature of the fuel oil, the temperature, etc. It is different every time. Many charterers ask the captain how many tons you can lift in order to perform the voyage while they have the ship’s specifications in front of them.  If the master declares that it is 150 tons less they ask why the captain declared less than the maximum capacity. But, you can’t take 100%. It depends upon many factors which we are aware of and they may not be aware of. It is a safety issue. As an operations manager I may not be aware of each specific issues so I contact the engineer and the master. Together we make a decision but then there is the inevitable conflict with the charterer.

This is an important story in part because it is so mundane and in part because it strikes at the heart of the issues that we wish to address. The operations manager is an active player in risk management. His explanation of what this process really looks like is telling. Risk management in shipping is about the process of the communication and resolution of goal conflict.

This process involves various actors whose actions are predictable because their goals are well known and determined by their jobs. In shipping, there are four categories of players. 

1. There are those responsible for the maintenance of the vessel. Their goals are simple. No accidents. No spills. If it were up to their sole discretion, ships would never leave port except under perfect conditions. 

2. There are those who are solely responsible for business. These may be charterers or ship owners. They want the vessel to be moving all the time as quickly and as cheaply as possible.

3. There are those who have their hands in both categories. These are ship owners who both want to make money but also want to have a happy and healthy ship. Such people often are in conflict with themselves.

4. There are those who are caught in the middle responsible to each of the above three categories. They want to make money and they want the owners to be happy and they want the agents and charterers to be happy. But they also want the engineer and captain to be happy. We will call him the negotiator.

Risk management is about safety, and safety, in shipping, means adjudicating successfully the goal conflicts between the people who fit into the above categories. Since this is actually the job of the negotiator, the question is how we can help him do his job better. To put this another way, the better the communication processes to and from the negotiator, the less risk.

The engineer is trying to do the right thing. He is not interested in conflicting with anybody. The captain, while he may be aware of issues having to do with the business wants to do what the engineer wants to do, unless, in his judgment the engineer’s concerns can be abated in some way. The ship owner wants to do what the captain wants to do but he also wants to maximize revenues and make the charterer happy. The charterer just wants to make as much money as possible.

This is a classic goal conflict situation. But, what can we do about it? The answer is simple, obvious, and, more importantly -- possible to implement. 

The primary issue in goal conflict situations is communication. People who have conflicting goals do not always recognize that this is the case. Often, they work against each other because they are not aware that another person has conflicting goals. The engineer who is worried about overflow is not thinking about the charterer. The charterer may not be in any way aware that the engineer has such an issue. The negotiator may not be fully aware of the needs of the ship owner or the severity of the issues of the engineer.

So, the first part of the solution is the open communication of goals between the parties, which sounds great on the face of it and silly in reality. Will the engineer be writing memos to the investors? It seems unlikely. Will the investors be communicating with the captain? No. But, they all communicate with someone. Now here is our point of view.

They can communicate with one (omniscient) entity without actually trying to do that. A properly written software system needs to be at the center of any risk management software for shipping. Such a system would need extensive knowledge about shipping and knowledge about goal conflicts that typically arise in shipping (and how to recognize them and resolve them.)

Memos written to anyone about anything would be analyzed for where they fit in the processes that go on regularly in shipping. They would be analyzed for the goals that underlie their message and those messages would be matched against conflicting goals found in messages from other people working on the same shipping event.  

When conflicting goals are found they would be communicated to the negotiator and other interested parties as well as matched against a database of past serious goals conflicts that have led to actual safety incidents. When a match to a prior event is found, all concerned parties would be informed.

A “dynamic memory
” of past events and current events would be constantly updating itself becoming more knowledgeable over time about goal conflicts that tend to occur in shipping and how to manage them before they cause incidents.  

The public tends to notice when ships go down.  Fire, collision, and stranding are not fun things to explain. Telling a journalist that even though fuel oil was spilled the charter party description was abided by is going to help neither public opinion nor future legislation. 

Why do incidents occur? They occur because there is a serious effort to get maximum value out of a vessel and related facilities and this effort stretches the crew, the vessel, the world’s navigated routes, and the ports. Goal conflicts are rampant when the dominant goal is to get maximum value out of the vessel and related facilities. There are always people who see the shortcuts being taken and the errors being made. Risk management means making sure those people are heard at the critical moment.

Safety related legislation, and the safe practices that follow from that legislation, ignores the resolution of goal conflicts.  Why? Because stretching resources is within the very nature of business. Faster and cheaper makes money in any business. But, in shipping, such a way of looking at business can be fatal.   So, while ignoring goal conflicts is “pro business” it is anti-safety. And, in the long run, this is bad for the shipping business.

Touting best practices in safety management and developing more prescriptive and restrictive safety regulations is the norm for improving the industry’s safety practices.  But what about the resolution of goal conflicts? This is never discussed. The reason is simple. 

Goal conflicts haven’t been understood as the underlying reason for safety incidents and even this was understood it hasn’t been clear what can be done about them. Facing goal conflicts and resolving them through structured discussion and decision support is at the very core of making this industry economically viable, rewarding to the better practitioner, and justifying the industry to onlookers after an incident.

The bunkering example we cited above can be resolved by the negotiation of conflicting goals.

The charterer needs to reminded (armed with adequate examples from the software’s dynamic memory”) that an incident will also affect his reputation and not only the owners. The goal conflict can also be resolved by reminding the owner that a charterer can lose tremendous income from a trade if he loses the versatility of trading range therefore inducing a potential solution via the use of other tanks on the vessel. Such remindings can come from the software itself just in time if the software has real and well indexed information and “understands” that a goal conflict has arisen.

What does all this mean for the regulator? How can we regulate the mitigation of goal conflicts so as to minimize the risk of incidents?

The regulator needs to assure the general public and the environment that charterers, owners, and ship operators are regularly being audited for how they handle the goal conflicts inherent in their daily actions. They need to prove that they are aware of goal conflicts and have a history of handling them in a safe manner even when no incident has occurred.  

This can only be done with intelligent knowledge management software. The octopus is too big and has too many arms. There must be a central processor to manage the goal conflicts and this will only happen if regulators require it.  The key issue is being informed about potential risks in a timely manner, and being coordinated in their resolution. Risk management is about well-informed thinking and can be served greatly by embracing powerful new techniques made possible by knowledge management.

The Knowledge Management Solution

An obvious answer to these issues is better knowledge management. And, while this may actually be the case, saying that it is the solution can misdirect the discussion in important ways. If an organization had all its information well organized, the octopus would know what each arm knew and all would be well. Or so it seems. The problem is that by knowledge management we usually mean document management.

Here is what Lotus thinks knowledge management entails:

Based on its experience and on the existing large body of knowledge management literature, the team decided that knowledge management software should provide virtual “places” where users can organize information, services, and tools to support their particular needs, while at the same time maintaining and updating information in a more general context.

Or, in other words, Lotus thinks KM is the creation of a communal library.  Of course, there is a problem with communal libraries. Not everyone wants to contribute to them. In fact, not everyone wants to even bother using them.  

Libraries are intended to help you find information. This is nice if in fact you are trying to find information but most people wait for information to find them.

In real life information finds you when you turn on the TV, or open your daily paper or magazine, or when a friend tells you about something new that happened, or when a colleague needs your help on a problem. Or, and there is one more really big “or”… when you are reminded of something you have already experienced. There are two points to be made here.

1. People do not usually seek information – it seeks them.

2. When people do seek information, their greatest source of information is themselves and they find what they need without actually having to try.

Any system that hopes to work in a real world needs to be built around the following principles:

1. Information finds the user by knowing what the user is doing and therefore knowing what information the user might need.

2. Users do not ever try to add information into the system. Their work is naturally part of the system and is added automatically.

3. The system knows what it knows and is getting smarter all the time.

In other words, the octopus cannot expect each arm to ask what the other arms know every time one decides to do something. 

Products that aim to solve knowledge management issues are often looking to solve a problem completely unrelated to the one with which an octopus (or a shipping company) must deal.  

The shipping industry needs a kind of corporate memory that knows more than any one individual might know. It must track what is going on in daily events and relate what is going on at the moment to what has gone on in the past to see if it can help manage goal conflicts and hence manage risk.

The system must know the roles and tasks that every individual in the company has to perform, and it must know that given any action, it is reasonable to expect another particular action to follow.  

The central processor of the shipping octopus must contain predictions and expectations about the normal flow of events in standard situations. In real life, whenever there is a problem the relevant actors meet, online, on board, or in the office, to discuss what to do. Often e-mails contain a record of the issues dealt with on that occasion and the decisions that were made. This discussion of ways to reduce risk on that particular occasion, need to become part of the corporate memory of the company. In other words, the company must learn from its own experiences. It must use what happened in that port at that time for continuous improvement.

Problems on board a ship must be stored with respect to the action sequence in which they took place.  In shipping most processes are predictable and understood. The question is not how to manage document flow, because there may not be documents or the ones that exist may be obtuse. 

The problem in shipping therefore is to make use of the organizing principles in shipping and utilize them in a system that organizes the information in that domain. These organizing principles will certainly be about roles and tasks and the goals associated with them. The ways in which goals can be satisfied or blocked and the plans that are used to execute those goals must be the cornerstone of any central processor for shipping whose job it is to keep the octopus operating efficiently and safely.
The role of knowledge management in reducing risk

The octopus needs to know if it has seen a given situation before and whether the actions it took then were right and should be done again or were problematic and need to be fixed. At the root of the ability of its ability to do this is the ability to find information previously stored that is most like new information that is currently being processed. This is, in some sense, all there is to it. When similar things are grouped together a system can begin to make generalizations about them and learn from experience. 
Regulators need to insist that discussions and decisions that reduce risk in particular situations are captured and stored and—most importantly – found without being searched for when similar situations arise.

How does the octopus do this? It doesn’t have documents but it does have experiences that it records in some way.

Here are some key mental abilities in the mind of the octopus.  First and foremost is storage.   New information must be put somewhere. Second is labeling.   Experiences are given some label that will help us find them again. Third is modification.  New information might modify what was previously known.  The fourth element is failure. It may not be obvious but any modification in procedure is rooted in failure. Something has gone wrong – that is why we are creating a new procedure.  The fifth element is the process of explanation. We must be able to explain why whatever went wrong went wrong so the same problem will not occur again.  Actual octopi may not be able to make explanations but an intelligent organization should know why it does what it does and can write about it.

To bring exactly the right information to the right place at exactly the right time requires a knowledge management system that indexes new information dynamically. When new information is known any relevant arm must know it right away if and only if it will be using it right away. Otherwise it must be told of that information when it does need it.  If information is relevant to a given procedure it must be indexed in terms of that relevance. If it has relevance in more than one place, it must be multiply indexed. 

Processing relevance means the ability for something to come to mind at just the point where that memory would be most useful for what is going on at the time. This means that, ideally, a shipping enterprise is doing something and the system knows what it is doing. Now, this may seem like an odd idea. But, it is the parallel of the human situation. People do stuff. Their memories help them do it. That is pretty obvious. What is less obvious is that shipping companies (and their ships) do stuff too, but their “memories,” static and inaccessible as they usually are, don’t help much.

The question is, of course, how the system can know what the enterprise is up to and how it can make what it knows available to help. A second, equally important, question is how the system will know what has happened and absorb new information about new events effortlessly.   It is clear that humans do this quite mindlessly. The system must do the same.

 Humans know what goals they are pursuing (although admittedly much of this knowledge is not conscious.) Our task is to empower the system to know what goals the actors in the enterprise are pursuing.  

Most failures involve prediction. Just before the child burns his fingers on the toast he has made a prediction (albeit not a conscious prediction) that the act of picking up the toast with his fingers will be successful and result in his having the toast in his hands ready to eat. He is pursuing an eating goal. Anyone who knows what he is doing knows why he is doing it. But, some other actor may be the one who knows the toast is hot. Maybe another actor made the toast. In an intelligent family all actors are aware of each other’s goals actions. This gets harder to do when the number of actors grows. This is why the octopus needs a central processor. Thus, after burning his fingers the problem is not only that his fingers hurt but also that his predictive powers have failed. An actor can correct his own actions. But if he does, will anyone else know about his new procedure? If he takes the tongs will anyone else know he took them? Maybe they need them too. Children who continue to burn their fingers have their intelligence called into question. Intelligence implies learning and learning means changing predicted outcomes on the basis of experience. Failed prediction leads to procedure modification, which may affect other actors if they are not informed.
Goals come into conflict all the time. Not finding the tongs when you need them may not seem like much of a problem but in shipping not finding a part when you need it may matter a whole lot. No goal fails by itself really. If the ship isn’t ready to sail, then it isn’t. So, it sails later. The issue is not that really. When a ship sails is a business issue. The later it sails the more it is likely to make a client of the shipping business unhappy. If it never sails then the client will be very unhappy. Because this is true the underlying issue in a central processor for shipping is about compromise. There is an engineer saying he needs more time to fix the ship and there is a chartering manager yelling about why the ship hasn’t sailed yet. This interchange between them could be via e-mail or via phone. Either way, decisions are made and these decisions must become part of the company’s history and the company’s corporate memory. If the central processor doesn’t know about them there will be trouble ahead.

The conflict between maintenance and company profit like the conflict between incidents at sea and the company’s reputation is the essence of the shipping business. Any company can handle its ships perfectly, happy crew, brand new ship, careful and deliberate planning and make its clients happy. The issue is whether it can make money that way.

Stories from experts that I have gathered make clear that not only does time affect money but avoidance of conflict between clients and owners and ship managers and captains is at the heart of the issue of corporate memory and learning. One captain told me that he decided to sail without one anchor and that the owner of the ship was furious when he found out. The owner was not worried about safety (as I had guessed) but about the cost of the anchor, which the captain estimated at about $10,000. The owner wanted to dive for it. The captain knew that the diver in the town nearby was not available and wouldn’t be for some days. He calculated the cost of lost revenue because of the delay at $20,000 so he set sail. He then proudly added that he paid off an official in the Suez Canal and actually arrived sooner than planned thus gaining money and managed to get a new anchor in Egypt without delay. 

This story is about goal conflict of the classic sort, balancing time, money, safety, and client and owner happiness. These goal conflicts are the basis of human memory. The captain remembered this story when I began to ask him about goal conflicts as I came to realize that this is really what he did all day. Put in those terms, stories gathered in his mind. His work is the avoidance of conflict and the minimizing of damage when conflict occurs.

Any central processing system must be organized around goal conflicts, -- their avoidance and their resolution. A system about shipping must be tracking new entries for the goals that various actors are attempting to satisfy and then relate these entries to the goals with which they might conflict. This may not always be clear to any one individual at the time. Goal conflict, in an organization that has many individuals pursuing different tasks is not always obvious to those involved in the situation. Like the octopus, a ship can attempt to go in many directions. The captain may not know everything that is going on.

This is risk management in action. If there a real corporate memory shared by the ship’s personnel and the ship management’s personnel, but no one individual actually knows what is going on then it as if we have a complex breathing organism that can make decisions and take actions but not know what it is collectively doing because on hand doesn’t talk to the other. This is a very risky situation. Without some knowledgeable entity that can find actions that relate to conflicting goals, bad things will inevitably happen. The more one entity knows everything the less risk.

But who is this entity? In a small operation it is, if there are no time pressures, the captain and the owner, or both. But in a large entity it must be the computer. But this means having a system much smarter than any that currently exist. It means knowing that when one person is going left and another going right, and both seem reasonable to each man, there is a conflict because it will result in a problem for the entity as a whole.

The issue then, is tracking what seem to be normal actions that will inform someone who can do something about it that something is about to go terribly wrong. Further, the idea that something like this has happened before could cause such a goal conflict to be noticed before it happens. This is where reminding from prior experience in a constantly updating corporate memory matters.
One way to explain is through an analogy.

Intelligent Proskynitari
An American driving on the mountain roads of Greece soon becomes aware of proskynitari. They are everywhere. Markers that tell us that someone died, went over a cliff most of the time I’d guess, on one treacherous road or another and is mourned daily, if the fresh flowers are any indication, by any number of women. Little roadside markers exist in many religious and mountainous countries, but you really notice them in Greece. Why? Who knows? Maybe because there are so many of them.

The markers provide information to motorists. But what do they say? One could argue that they say: “slow down or you will be next.” Or they could make you think about a sad mother. I imagine that roadside shrines like these have been around for a long time. 

Time for a change.

No, I am not about to start a campaign to make better driving conditions or better religious institutions. But, I can’t help but notice how futile the message is that these markers convey.  Maybe slowing down to read one of these markers (which are often clustered together) is what caused the subsequent accidents. Who knows what happened?

Well, actually, people do know what happened. The mourners know. They could put up a long description at the site of the proskynitari but you wouldn’t be able to read it in time. How about a mile before the proskynitari? It might work but it might cause an accident as well.

Here is an idea. How about linking the information about what happened to the GPS-driven devices found in luxury cars these days that tell you where you are and where to turn. In addition to saying where the nearest McDonald’s is, they could tell you where the nearest proskynitari is too.

Well, that wouldn’t help that much. Here is a better idea. How about if, when you are about to enter the area of a previous accident and the conditions you are driving in are very similar to those of that accident (time of day, weather, road conditions, maybe even state of inebriation) you are warned. In this way, only those who might repeat the situation are warned but they are warned in a timely way.

But what if you travel this road all the time? How much warning can you take? How about if the system (it is a computer after all) knows whom it has told what to and only tells new people the information two times? We would have a kind of intelligent electronic proskynitari. This proskynitari would appear only to those who needed to know about it when they needed to know. This is a better way of delivering this information than a lecture in a driver’s education course or an update to the driver”s manual, both of which would be long forgotten by the time they were needed. 

There might be a lot fewer accidents if the situations in which those accidents took place were able to warn drivers just in time of similar conditions to their own that had been deadly. When that happened they’d slow down.

I confess. I am really writing about reducing risk in shipping. There are no proskynitari on the high seas nor are there any to be found on entering a port. Nor are there any to be found in engine rooms where equipment breaks down nor in meeting rooms where decision making breaks down. But there could be intelligent electronic proskynitari in all those situations. In fact there should be. Too much depends upon it. Repeating old mistakes is unforgivable. If we know when and where and why bad things have happened -- if a root cause analysis has been done – it needs to be delivered just in time. It needs to be delivered to those who need to hear about it, those who have not previously heard about it, just as they are about to possibly repeat the situation. This is possible to do using modern content management methods.

Summary

In a world where there are 100 actors, there are potentially many inefficiencies. These inefficiencies carry risk with them, cost money, and cause missed opportunities.  If an actor doesn’t know what is happening with respect to another actor’s goals and actions, it is likely that at some time there will be a goal conflict and missed opportunity and serious risk. Organizing one’s personnel is thus a key issue in shipping. If you don’t know something is happening you can make a mistake. Missing information causes mistakes to be made. These mistakes can be, from time to time, quite serious. The octopus must know what its arms are doing or it will try to go in opposite directions on occasions causing it to be eaten.

Missed opportunities and the efficient use of personnel are issues that are dependent upon a central goal tracker. The goal tracker must know what goals are being pursued by whom and why at any given moment. This is, in effect what the manuals are trying to achieve. This is why manuals were written in the first place so that a maritime organization can say, in effect, this is what should be happening on board when the ship is in a given state. But, manuals are actually pieces of paper (even if these days they exist electronically.) Pieces of paper do not know what they say and cannot track events to see if what they say should happen is actually happening. But, computers can. A ship should have an on board central goal tracker, based on the manuals to be sure, but a dynamic information center that no manual could ever be. Why isn’t there legislation to mandate that in the age of computers, ships have such a central processor that knows who is doing what and why and what problems could possibly result from certain situations? Alerting actors about potential disasters related to things they are doing at the moment because others are doing conflicting things at the same moment is a seriously important idea.

� This is part of the process of collecting stories, which is a methodology we pioneered that is now quite common in the field of Cognitive Science. (see Schank, 1990, Tell Me as Story, Scribners) The idea is that when experts say what they know they often give official versions of rules they would like to think they were actually following which tend to be quite different than the rules they are following. “War stories” told informally tend to be more revealing about is really happening.


� The ability to comprehend goal conflict is at the heart of human understanding (see Schank, and Abelson, 1977, Scripts, Plans, Goals, and Understanding, Lawrence Erlbaum Assoc.) The fields of Artificial Intelligence and Cognitive Psychology depend greatly on such notions to build models of how people comprehend the world around them.


� See Roger Schank, Dynamic Memory: A Theory of Learning in Computers and People (New York: Cambridge University Press, 1982). In this book, the conception of software that learns by adding new events indexed in terms of old events into a constantly changing memory was first described.





� The Lotus Knowledge  Discovery System: Tools and experiences 
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